Progressive Result Generation for Multi-Criteria Decision Support Queries

Venkatesh Raghavan and Elke Rundensteiner
Department of Computer Science, Worcester Polytechnic Institute

Supported under Grant No. 11S-0633930 and
” CRI-0551584

Thursday, March 4, 2010



Motivation -- Are we there yet”

4+ Decision Support/ Business/ Web applications users

< Demand constant output of results

“ Prefer “partial results set” rather than waiting for the complete result set
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4+ Why this impatience?

“*Seeing the entire result set may not be necessary

“ Users may want to iteratively refine queries
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Goals of Progressive Result Generations

4+ Real-Time Applications need Real-Time Results

“* Produce results as their being generated; not wait until end of query processing
4+ Guarantee Correctness
“* No False Positives -- Early reported results must be the final result set

“* No False Negative -- All results must be reported

4+ Lightweight
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Multi-Criteria (a.k.a Skyline) Queries

4+ User has preference on multiple attributes

“ Example: Finding a hotel in “Long Beach” e domina
— S yiine aomination

SELECT * FROM HOTELS
PREFERENCE
LOWEST (PRICE) LOWEST(DISTANCE)

The cheapest
“motel” is 3 miles

./
A

away

Venky! You need
the exercise
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Hope my room
@ Hyatt has a vie

Venky  Advisor
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Multi-Criteria Queries over Disparate Sources

4+ MCDS Applications need to process queries that it ol

Manufacturer

 Access data from multiple sources (tables)

< Combine several attributes -- to form composite products ZZ 2>

o .
, B L
ay\seas Retail
‘ ~ p U.S. Retail

4+ Manufacturers -- Structuring optimal production line
Join SUPPLY CHAIN MANAGEMENT

SELECT | R.id, T.id,
1 ER.uPrice + T.uShipCost) as tCost, J_} Mapping Functions

(2 * R.mfgTime + T.shipTime) as delay
FROM Suppliers R, Transporters T
WHERER.country=T.country)AND
OP10 in R.suppliedParts AND R.manCap>=100,000

( PREFERRING LOWEST(tCost) AND LOWEST(delay) —— Skyline
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Traditional Approach: Join First Skyline Later

Supplier (R) e P17 in R.suppliedParts
AND R.manCap >-

Transporter (T)

4+ Disadvantages:
“ You will generate join tuples that will not contribute to the skyline result!

% Skyline needs at least one scan of all join results to produce a single results!
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Can we do better?

Can we know in advance who will be in the final result ?

Supplier (R)

Transporter (T)

Input Space 0 Oatht Sﬁﬁaceoe

4+ Optimization Mantra: “Look Before You Leap”

*Look-Ahead into the final result space (with least effort)

“ Avoid doing tuple-by-tuple operation as much as possible
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ProgXe Framework
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Output Space Look Ahead

4+ Input data sets are maintained into a multi-dimensional grid

INPUT SPACE

tDistance
uPrice uShipCost
A

XQ)

Transportex (T)
(1,9)

2 3 4 65 6 7
OUTPUT SPACE

(3,1)

MAPPING FUNCTIONS——

X-Axis: delay = 2 * R.manTime + T.shipTime

Y-Axis: tcost = R.uPrice+T.uShipCost
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Join Avolidance

For each dominated region - no join evaluation
needed to generate the tuples that map to it

LI IR R R
1 1
1 1
1 1

Principle: Each output region Ri; is guaranteed to be populated
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Skyline Avoidance

For each dominated partition - no skyline evaluation needed
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—ffects of Ordering on Progressiveness
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—ffects of Ordering on Progressiveness
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Progressive Driven Ordering (PDO)

4+ Goal: Order the execution of the regions such that progressiveness is maximized

4+ Approach:
“ldentify interrelations between regions Rap and Re

“ Affect the number of tuples Rap can output early if sent for tuple-level processing

“ Estimate the execution time for each region Rap

“ Perform cost vs. benefit analysis to determine a good order

Progressive Result Generation for Multi-Criteria Decision Support Queries

Thursday, March 4, 2010



Relationship Between Output Abstractions

Type |: Elimination

a,b
(a) Complete Elimination (b) Partial Elimination

Type lI: Output Dependence

-
e,f

(c) 1-way Output Dependence (d) 2-way Output Dependence
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DO: Elimination Graph

4+ An elimination graph (EL-Graph)
“ Captures the elimination relationship between regions

“* Rule 1: Root nodes EL-Graph must first be processed before others

Root Nodes
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DO: Progressiveness Capacity

4+ For each root region Rap in EL-Graph

“ Calculate Progressiveness Capacity

 #of partitions that can neither be eliminated nor have output dependencies

13 , tCost

11

ProgCount(R12) =4

= = =» Output Dependence Relationship
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DQO: Putting it together

4+ For each region Rap in the EL-Graph
“ Estimate cardinality of the region Rap

“ Calculate the benefit of region Rap

ProgCount(R, ;)
PartitionCount(Ra)

Benefit(Rap) = Cardinality(Ra5)

(2)
“ Estimate time required to perform tuple-level processing of Rap

Gﬂﬁ't{ﬁm,b] — Gjﬂ'ﬁﬂ (Ra..b} T Emup{ﬁu:b] + Gsi:y {Ru:b] {3]

“ Rank all root regions by cost vs. benefit
“ Sent the chosen region Re s for tuple-level processing

< Remove Resfrom EL-Graph
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Step 3: Tuple Level Processing

4+ For a region Rap scheduled for processing
< Conduct join evaluation between tuples in input partition a7 and Ip'

4+ Minimize total number of dominance comparisons during skyline evaluation

D Dominated by rftg

Comparable to rftg

Incomparable to rftg

i D Currently empty

delay

4+ Discard result tuples that map to dominated partitions
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Step 4: Progressive Result Generation

4+ At the completion of tuple-level processing of a region Rap

“ Determine which of the already generated result tuples can be output early

4+ Ensure correctness and completeness

4+ Problem: tuple by tuple approach is BLOCKING

tCost . Set 1: Dom(Oy) Set3 Dependent (O}) Maln IntUItIOn:

w Set 2: DomBy(Oh) D Set 4: Dependence(Oh) . -
A o . . 4+ Translate problem to the granularity of partitions

4+ Tuples in partition On can be safely output:

“* No future tuples map to On

“* No future tuples will dominate those in On

delay

9 10 11 12 13 14 15 16
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Experimental Setting

4+ Platform
% Linux machine(s) with AMD 2.6GHz Dual Core Opteron CPUs and 2GB memory
“ All algorithms implemented in Java
4+ Metrics
“ Total execution time
“ Time-stamp of when results where generated
“* Number of join results generated
“* Number of skyline comparisons needed
4+ Data Sets
< 3 Extreme correlations: Independent, Correlated, and Anti-Correlated Data

< Dimensions: 2-5
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Variations of ProgXe: Effect on Progressiveness

4+ Effects of Ordering --- ProgXe (No-Order) vs. ProgXe
4+ Effects of skyline partial push through --- ProgXe+ vs. ProgXe
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Conclusion: Conclusion
a) ProgXe+ Slightly Better a) Push-Through Delays Progressiveness
b) ProgXe Slightly Better
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Variations of ProgXe: Total Execution

4 Conclusion:

“*“Progressive Ordering” does not affect total execution time

v

ProgXe
ProgXe+ ---©--
ProgXe (No-Order) ---4--
ProgXe+ (No-Order) -

ProgXe —x—

ProgXe+ ---©--
ProgXe (No-Order) ---4--
ProgXe+ (No-IOrder) --------- o |

0.001 0.01 0.1
Join Selectivity

Total Execution Time (sec)

~—~~
&)
Q
2
S
)
£
|_
c
Q
)
>
&)
)
x
LL
I
)
o
|_

Join Selectivity

Independent; d= 4; |R| = |T| =500K Anti-Correlated; d = 4; |R| = |T| =500K

Progressive Result Generation for Multi-Criteria Decision Support Queries

Thursday, March 4, 2010



ProgXe vs. Sort-Merge

4+ Scenario 1: d=4; ! =0.1; |R| = [T| = 500K
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Conclusion: Conclusion:
a) SSMJ marginally better by few seconds a) ProgXe and ProgXe much superior
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ProgXe vs. Sort-Merge

4+ Scenario 2: d=5;! =0.1; |R| = |T| = 500K
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Conclusion:
a) ProgXe and ProgXe much superior
b) SSMJ does not complete for anti-correlated data sets
- Skyline Push Through that is the basis for SSMJ fails to prune enough to make SSMJ work
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Conclusions

4+ Progressive Result Generation is an important problem for MCDS systems
4+ Current techniques jump directly into low-level tuple processing

“ Ignore the forest for the trees
4+ ProgXe Framework

“ Successful in optimizing progressive result generation

“ Light weight

“* Ensure correctness and completeness of results
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Indianapolis Zeo Agquarium

ACM SIGMOD/PODS Conference, June 6-11, 2010, Indianapelis, Indiana, USA

Visit ProgXe - Demo at  Thank You!
SIGMOD 2010 Questions?
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Sort-Merge Join Based Approach

4+ [JinEHHO7, JiInMPEH10, SunWLTO08] proposed techniques
“ Exploit the principle of skyline partial push-through
¢ Local pruning at each source
“ Sort the tuples in each source before joining and skyline evaluation
% Effective for correlated data sets
4+ Pruning Capacity Reduced (not effective)
“ For larger dimensions (d >3)
% All anti-correlated data sets and some instances independent data sets
% Join selectivity (value) is low

4+ When pruning capacity is low, SkyMapdJoin is still blocking

[JInEHHO7] W. Jin et. al. and “The Multi-Relational Skyline Operator,” ICDE 2007
[JinMPEH10] Evaluating Skylines in the Presence of Equi-joins, in ICDE 2010
[SunWLTO08] D. Sun et. al. “Skyline join in distributed databases,” In ICDE Workshop, 2008
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